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Abstract

We present a novel method for measuring social segregation by combining mo-
bile phone data and income register data in Oslo. In addition to measuring the
extent of social segregation, our study shows that social segregation is strong, per-
sistent, and that social networks are particularly clustered among the richest. We
also investigate the association between exposure to other social strata and social
segregation, and find that it is fairly weak. Lastly we extend our analysis to a
large Southeast Asian city and show that our main results hold across two widely
different societies.
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1 Introduction

Similar people are more likely to form social ties. This phenomenon, referred to as

social homophily, leads to social segregation and has been documented in several aca-

demic disciplines (Jackson, 2014; McPherson et al., 2001a,b; Golman et al., 2016). It

is typically based on some socially salient characteristic, such as social class, gender,

ethnicity, religion, or beliefs. Social segregation influences a range of social and eco-

nomic outcomes of high importance to policy makers (Chetty et al., 2016; Putnam,

2007). Since social contact is important for building trust, empathy, and cooperation in

a population, measuring segregation is of interest to policy makers everywhere (All-

port, 1954; Pettigrew, 1998; Pettigrew and Tropp, 2006; Fukuyama, 1995; Putnam, 2001;

Gambetta, 1988).

Measuring the extent of social segregation is inherently difficult as it requires data

on the patterns of interpersonal contact in a population. With a few notable exceptions,

most studies have either proxied social segregation with spatial segregation (Wessel,

2009; Musterd et al., 2017) or studied social networks in smaller groups (Kalmijn, 1998;

Currarini et al., 2010).1 While spatial segregation is important, there are several rea-

sons it is inadequate as a proxy for larger scale social segregation. Most importantly,

spatial proximity does not imply contact and studies show that closeness without con-

tact may actually increase social divides (McLaren, 2003; Wessel, 2009).

Social homophily generally comes in two distinct forms that are hard to disen-

tangle, choice homophily and induced homophily (McLaren, 2003). While choice ho-

mophily arises due to a general preference for similarity, induced homophily is the

result of the limited opportunities people have to come into contact with each other.

Spatial segregation is clearly increasing the likelihood of induced homophily, but it

is possible that new technologies, such as mobile phones, is conducive to choice ho-

mophily.

1Notable exceptions are Hofstra et al. (2017); DiPrete et al. (2011); Bailey et al. (2017).
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While using mobile phone data to investigate social network patterns is increas-

ingly common (Onnela et al., 2007, 2011; Palchykov et al., 2012; Kovanen et al., 2013)

and register data has been widely used to describe spatial segregation patterns, also in

Oslo (Musterd et al., 2017), to the best of our knowledge the two sources of information

have not been combined to measure social segregation. As opposed to self reported

survey data, register data and mobile data both reflect actual behavior. By also includ-

ing data on spatial proximity in our analyses, our analyses offer an unprecedented

view of actual social segregation.

Our study demonstrates a novel method for quantifying the precise extent of social

segregation across income groups in the city of Oslo, Norway, by combining mobile

phone data with detailed register data on income. We find evidence of strong social

segregation. Moreover, we find that the degree of social clustering varies across the in-

come distribution, and is particularly high among the richest citizens. The result gen-

eralizes to a subsample where spatial segregation is minimal, people situated in the

same area during daytime, indicating that exposure to different social strata does not

imply social integration. Consequently, there is clear evidence of social segregation,

even after controlling for spatial proximity, in a country otherwise characterized by

a strong degree of social equality. We extend the analysis to a large south-east Asian

city and find similar results, also with respect to clustering at the top of the income

distribution. Our results demonstrate that social segregation is irreducible to spatial

segregation – what appears to be diverse areas can in fact be heavily segregated. As

economic opportunities, such as job market outcomes, are strongly influenced by so-

cial networks this segregation has important consequences for vulnerable groups.

2 Oslo data and methods

To measure social contact in Oslo, we utilize detailed call data records (CDRs) over a 3

month period in 2013 from the market’s largest mobile network operator. This opera-
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tor has close to 250,000 subscribers, covering approximately 50 percent of the popula-

tion. We define a communication event as any communication in terms of phone call

or text message. During the period at hand the subscribers initiated 36 million com-

munication events. In order to measure socio-economic status we use data on labor

earnings from the Norwegian register data (Røed and Raaum, 2003).

In order to preserve privacy the dataset was anonymized. To link it, we aggregate

the analysis on the level of a mobile base station, of which there are 689 in the sample.

Every cell phone subscriber is associated with a home tower – the base station where the

mobile phone is located at night. The socio-economic status of the tower’s catchment

area is defined as the mean income of prime aged males living in this area. See Table 1

for descriptive statistics on both individuals and dyads in our data and Figure 1a for

a map of the base stations.

The core of our analyses is based on the income and amount of communication

between the 474,721 directed pairs of mobile towers. The distribution of communi-

cation intensities can be seen in Figure 2. There are many dyads with 0 or 1 events.

Beyond this, the distribution is quite close to a log normal distribution. As our data

are on communication between pairs of towers, each with a heterogeneous popula-

tion of subscribers, and the economic differential between each pair of individuals is

continuous, conventional measures of social segregation are unsuitable for our pur-

poses.2 Rather, we rely on techniques studying the relationship between aggregate

link strengths and aggregate differences in population composition as in Bailey et al.

(2017).

We assign an average income to each cell tower. To do this, we use register data

for all residents of Oslo in 2010, including their pre-tax wage income. To compute

income averages, we use data for prime aged (age 26 to 61) men to avoid labor supply

considerations. We know the basic unit (‘grunnkrets’) of residence of each individual.

We can then average over all individuals residing in basic unit g to find the average

2See Bojanowski and Corten (2014) for details on conventional measures.
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(a) Mobile towers with income levels

(b) Expected communication intensity

Figure 1: Maps
Note. The Figure illustrates additional geographic aspects of social segregation in telecommu-
nication in Oslo.
Panel (a) shows the mobile towers in Oslo. Ranked by the incomes of residents surrounding
the tower, the richest 3rd is shown in blue, the middle 3rd in white and the poorest 3rd in red.
Panel (b) shows the 50 strongest expected links from each tower overlaid a map of Oslo. The
computation of expected links is explained in Methods. Communication from the richest 3rd
of towers is shown in blue, the middle 3rd in gray, and the poorest 3rd in red.

income in that unit, yg. To map incomes to cell towers, we construct cell tower t’s

coverage by dividing the city into voronois. Let Atg denote the area of overlap between
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Figure 2: Distribution of communication intensities
Note. The figure shows the distribution of communication intensities (events during the 3
month period) between any pair of cell phone towers. The data are capped at 100 events.

basic unit g and tower voronoi t. If they don’t overlap, Atg = 0. Then the estimated

income of residents of tower t’s catchment area is estimated as

ȳt =
∑g Atgyg

∑g Atg
.

In the analysis of group specific incomes, we use the register data to compute age

group and gender specific income averages and we use a similar formula for estimat-

ing the average income for this demographic group in tower t’s catchment area.3

3Throughout the analysis we use a tower-based income measure. There are two main reasons for this
approach. First, only parts of the analysis allow for a more individualized measure. In order to maintain
comparability of results across sections we use the tower-based measure. Second, our estimations show
that income at the tower level, and not the individual’s own income, matters the most for explaining
segregation.
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Table 1: Descriptive statistics

A. Individual characteristics

N Mean Median Std.dev. Min Max

Income at home tower 243064 403324.2 381882.5 90662.68 208885.6 694299.9

Age 171825 46.54782 46 16.45585 8 104

Woman 171442 .4854761 0 .4997905 0 1

Total events 243064 580.3309 397 691.2333 1 47968

Voice events 243064 209.0512 114 333.8863 0 47968

SMS events 243064 363.1634 207 537.9726 0 30258

MMS events 243064 8.116233 2 25.57441 0 6728

B. Dyad characteristics

N Mean Median Std.dev. Min Max

Total events 467856 77.37444 0 860.1191 0 145953

Difference in log income 467856 .274112 .2342548 .2049387 0 1.201117

Geographic distance 467856 6.383163 5.543356 4.287963 0 38.49146

Note. The Table reports descriptive statistics for the data used in this study.

Panel A. shows data at the level of the individual subscriber. Note that data on age and gender is

missing from a part of the sample.

Panel B. shows data at the level of the tower dyad

Beyond the economic differential, we control for the income level and the volume

of communication of the outgoing and incoming towers, a 4th order polynomial in the

distance, and the expected communication between the towers in the regression anal-

yses. The latter is calculated as follows: Let T be the total number of communication

events in the whole network, TA be the number of events originating at tower A, and

TB the number of events directed at tower B. Then the probability that an events orig-

inates from tower A is TA
T and the probability that an event is directed at B is TB

T . If the

two events are independent, the probability that a particular event goes from A to B is

hence TATB
T2 and the expected number of events between the two towers TATB

T .
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3 Results

3.1 Overall findings

In this section we explore the extent of social segregation and social clustering across

socio-economic groups. Socio-economic segregation is quantified by measuring the

extent of communication between cell towers of different income levels.

Our main findings are presented in Figure 3. In Figure 3a we plot the average in-

come of recipient towers against the income percentile of the senders’ towers. We

notice a strong tendency of over-proportional in-group communication, especially

among the highest income groups. For instance, the expected income of the com-

munication partner increases by about 15 % of average income when moving from

the the 1st to the 70th percentile in the income distribution; the effect is comparable

when moving from the 70th to the 100th percentile. This is a clear indication that the

link strength between two nodes in the network is inversely related to their income

difference.

Figure 3b quantifies the relationship between communication and income differ-

ences, while controlling for spatial distance and a range of other control variables. A

10 percent increase in the income difference between two towers is correlated with

2.98 fewer communication events. This is a substantial number as less than 43 % of

tower pairs have as many as 3 communication events.

3.2 Quantifying the findings

The findings in Figure 3 could of course be driven by other factors than income dif-

ferences. To test this, we run a number of regressions reported in Table 2. Panel A

reports regressions on the number of communication events between all pairs of cell

phone towers. Column (1) corresponds to the regression line in Figure 3b. Geographic

distance is controlled for using a 4th order polynomial – see Appendix Figure A-5 for
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an analysis of the sensitivity to this choice. The regressions also control for the income

levels at both towers, the total amount of communication going out of the sender and

into the receiver, and the expected amount i of communication between the two tow-

ers.4

The communication intensity between towers has a very skewed distribution. Hence

Column (2) replicates the same relationship excluding tower pairs with extremely high

(above 1500) communication activities. This yields a somewhat higher estimated co-

efficient, indicating that the effect is not driven disproportionately by high communi-

cation towers. As the number of communication events is an integer number with a

skewed distribution, a Poisson model could be better than a linear OLS model. How-

ever, as there is severe over-dispersion, we rely on a negative binomial model (see e.g.

Cameron and Trivedi, 2005). We see from Columns (3) and (4) that the qualitative con-

clusions remain unchanged. Another approach would be to see whether there is any

communication between a given pair of towers.

In Panel B we explore this extensive margin. The linear probability model in Col-

umn (1) indicates that a doubling of the income difference between a pair of cellphone

towers reduces the probability of there being any communication between the two by

5.3 percentage points. The logit estimates reported in Column (2) gives a comparable

conclusion. Finally, in Panel C we consider the intensive margin, i.e. the amount of

communication between two towers conditional on there being communication be-

tween the two. First, we notice strong effects of the income differential on the extent

of communication – about twice of the total effect. As we only face positive number,

we can also take logarithms. This permits estimating an elasticity indicating that if the

income differential between two stations where there is communication increases by

10 %, the amount of communication decreases by close to 7 %.

4See Section 2 for details on how the expected amount is calculated.
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Figure 3: Economic segregation in telecommunication
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(b) Income differences and communica-
tion intensity

Note. The Figure illustrates economic segregation in telecommunication in Oslo.

Panel (a) shows the average income of receivers by the income percentile of the sender, as

well as local linear smoothing of the relationship. Within tower communication is disregarded

to exclude within household communication. The dotted horizontal line shows the sender’s

income for the average communication event.

Panel (b) shows a binned scatter plot with the number of communication events between

cell phone towers against the absolute value of difference in log income between the two. Z

includes controls for geographical distance between two cell towers (up to fourth polynomial),

the income level of sending and receiving tower, total tower traffic level and expected tower

traffic level.

In Figure 4 we allow the effect of the income differential on the communication

intensity to vary by age and gender. Specifically, we estimate an equation of the form

Communication intensityi = α + gs(agei) |ln yA − ln yB|+ X′iγ + εi

where s denotes gender and gs is estimated as a 7th order polynomial. We see that

there is clear signs of segregation for both genders and almost all age groups, but

segregation seems to diminish somewhat over time and be stronger for women than

for men.
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Table 2: Quantitative communication intensities – Oslo

A. Total
(1) (2) (3) (4)

Difference in log mean income -29.78*** -47.28*** -0.707*** -0.713***
(-39.54) (-29.09) (-42.21) (-42.09)

Obs 465067 467172 465067 467172
R2 0.430 0.266
Alpha 5.423 5.522
Trim at 1500 Yes No Yes No
Estimator OLS OLS Neg. binomial Neg. binomial

B. Extensive margin

(1) (2)

Difference in log mean income -0.0535*** -0.254***
(-17.94) (-13.99)

Obs 467172 467172
R2 0.327
Estimator OLS Logit

C. Intensive margin

(1) (2) (3) (4) (5) (6)

Difference in log mean income -58.23*** -91.96*** -0.673*** -0.704*** -0.634*** -0.682***
(-38.42) (-27.86) (-44.84) (-46.41) (-49.03) (-51.35)

Obs 231160 233265 231160 233265 231160 233265
R2 0.388 0.253 0.396 0.410
Alpha 1.478 1.558
Trim at 1500 Yes No Yes No Yes No
Estimator OLS OLS OLS OLS Neg. binomial Neg. binomial

Note. The table shows how communication intensity can be explained by differences in income.
In Panel A, the dependent variable is the number of communication events between the two cell phone
towers, in Panel B. a dummy variable for communication occurring, and in Panel C. the number of
events conditional on communication occurring.
All regressions control for geographical distance between the cell towers (up to fourth polynomial), the
income level of sending and receiving tower, total tower traffic level and expected tower traffic level.
Reported coefficients are coefficients with t-values in parenthesis, and *, **, and *** denotes significant
at the 10%, 5%, and 1% levels.
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Figure 4: Segregation by gender and age in the Oslo data, detailed findings
Note. The figures shows the relationship between gender, age and degree of social segrega-
tion. The measure of social segregation is based on the extent to which income differential
can explain the volume of communication (see Appendix ?? for details). A lower coefficient
indicates more segregation.
Figure (b) is scaled so coefficients are comparable to those in Table 2. The remaining Figures
are based on regressions where an observation is an individual’s amount of communication
to a tower. Figures (a) and (b) consider the total effect, i.e. all communication including ze-
ros. Figure (c) studies the extensive margin, whether the individual has communicated with
anybody at the tower in question, and Figure (d) the intensive margin, i.e. the amount of
communication conditional on positive communication.
Grey areas are 95% confidence bands. Estimation is based on a 7 dimensional polynomial in
age.
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3.3 Robustness

Although the analyses above controls for what we believe are the most important

omitted variables, there may still be additional factors. To go one step further in par-

tialing out unobserved heterogeneity, we have also estimated specifications including

fixed effects for the sending and receiving tower – totally 1376 dummy variables. We

do this in Appendix Table A-3, where we also allow for correlation of residuals with-

ing the sending and receiving towers using two way clustering. This leads to a minor

reduction in estimated parameters, but results remain very similar.

In the main specification we control flexibly for geographic distance between cell

phone towers. This is crucial as there is spatial correlation in tower income levels. To

assure that this removes effects of spatial proximity, we have also estimated specifi-

cations where we exclude communication with neighboring communication towers.

Specifically, we rerun the basic specification excluding all dyads with between tower

distance below a certain cut off, and re-estimating for various choices of cut off. The

results can be seen in Appendix Figure A-4. Effects are actually strengthened by ex-

cluding the closest vicinity, then remaining fairly stable for larger radii.

One important question is whether individual or household income is the main

driver of segregation. In most of the paper, income levels in an area are computed as

the average for prime age males (which mostly disregards the choice between work-

ing, studying, or staying out of the labor force as the this group is to a very large extent

in the labor force). To see whether this focus is warranted, we show results where we

use an estimate of the individual’s own income in Appendix Table A-4. Specifically,

we divide the population into six age groups, 18 to 25, 26 to 35, 36 to 45, 46 to 55, 56

to 65 and above 66 years and estimate separate group means for each gender × age

bracket× basic geographic unit. This allows us to construct tower-specific average for

each of the twelve age-gender groups.
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4 Extensions

To enrich the analysis of socio-economic segregation we extend it in three directions: i)

by exploring clustering patterns in more detail, ii) temporally, by including data from

daytime localization data, and iii) geographically, by including estimates from a large

South East Asian city. These extensions shed light on different and interesting ques-

tions related to our finding: First, are there structural differences in social networks

across income? Second, how does exposure to other social strata affect the degree of

social segregation? Second, how similar are the patterns of social segregation across

widely different societies?

4.1 Clustering in income groups

Next, we explore the level of clustering among the rich and the poor. Clustering in

different networks is computed as the share of triplets of nodes that are closed (i.e.

conditional on A communicating with B and C, B and C also communicate with each

other). The data are weighted by communication intensity assigning each triplet a

weight proportional to the arithmetic mean of the intensity going out, estimated with

the tnet package in R (Opsahl and Panzarasa, 2009).

The weighted clustering coefficient among the richest and poorest 100 towers is

0.90 and 0.82, respectively. To put the numbers in perspective, we compute the same

coefficient for random draws of 100 towers. In Figure 5, we show the distribution of

the simulated groups as well as the two realized values. Only 1.6 % of the simulations

are below the value for poorest towers whereas only 1.4 % are above the level of the

richest towers, indicating very different networks in the two subsamples.
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Figure 5: Clustering in networks
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Note. The Figure shows the distribution of the communication weighted clustering coefficient

(following Opsahl and Panzarasa (2009)) in random samples of 100 towers, as well as the

clustering coefficient observed in the richest (blue line) and poorest (red line) 100 towers.

4.2 Temporal extension

In this section we investigate the relationship between exposure to other socio-economic

groups and segregation. To measure daytime exposure to other social strata, we first

identify each individual’s most used cell tower between 12am and 2pm in the week-

days, the daytime tower. We then regress the income of each individual, measured by

the average night-time tower income, on the average income of the other individuals

who are at the same daytime tower. We find a strong positive relationship between

own income and other’s income (R2 = 0.8), illustrated in Figure 6a. Hence, income
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segregation in society is upheld during daytime as well.

We then define exposure as the individual deviations in absolute terms from this

regression line, i.e. the extent to which the income differential between one’s own

income and other’s deviates from the expected level. Specifically, we use the log of the

absolute value of the residuals as our measure of exposure. For example, an individual

residing at a rich nighttime tower and frequenting a poor daytime tower, or vice versa,

is said to be exposed to other socio-economic groups.

Figure 6b reveals a negative correlation of between tower income differentials for

all levels of exposure. The positive slope shows that the extent of segregation is de-

creasing in exposure to other socio-economic strata, but the relationship is fairly weak.

Results from the corresponding regression can be found in Table 3. We notice that the

total number of events as well as probability of communicating with a tower is less

affected by income differentials for individuals who experience stronger exposure to

other income groups during the day as the interaction effect is positive. Still, this effect

is relatively small in magnitude and there is a negative effect of income differentials

for all groups.
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Figure 6: Temporal extension
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(b) Marginal effect of income differences

Note. Panel (a) shows the relationship between own income and average income at the day-

time tower. Exposure to other socio-economic groups is measured as the absolute deviation

from this regression line.

Panel (b) shows the distribution of exposure and the marginal effect of income differences on

total communication intensity as a function of exposure.

Although our data does not allow a causal interpretation between exposure to

other social strata and the extent to which an individual is socially segregated, our

finding still could have interesting implications: if the main reason we cannot claim

causal interpretation is self-selection – more socially integrated individuals choose to

work in more socially integrated areas – our model would overestimate the relation-

ship between social integration and exposure to other social strata. Hence, the fairly

weak relationship we find should be thought of as an upper bound of the causal ef-

fect. At the same time, the result hinges on our definition of exposure, which has an

obvious weakness: even though an area is socially diverse, it does not with necessity

imply that people interact across socio economic groups.
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Table 3: Exposure to other groups

(1) (2) (3)
Total events Extensive margin Intensive margin

Difference in log mean income -0.238*** -0.0121*** -1.091
(-10.39) (-29.55) (-0.52)

Exposure 0.00574*** 0.000299*** 0.242***
(7.57) (22.08) (4.33)

Exposure * Inc. difference 0.00564** 0.000478*** -0.421**
(2.51) (11.90) (-2.06)

Obs 126566843 126567413 1630912
R2 0.003 0.022 0.010

Note. The table shows how communication intensity can be explained by differences
in income. In the column (”Total events”), the dependent variable is the number of
communication events between the two cell phone towers, in column 2 (”Extensive
margin”) a dummy variable for communication occurring, and in column 3 (”Inten-
sive margin”) the number of events conditional on communication occurring.
Reported coefficients are coefficients with t-values in parenthesis, and *, **, and ***
denotes significant at the 10%, 5%, and 1% levels. A range of control variables are
included, such as geographical distance between two cell towers (up to fourth poly-
nomial), the income level of sending and receiving tower, total tower traffic level and
expected tower traffic level.

4.3 Geographical extension

In this section we extend the results geographically by undertaking the same analysis

as in section 3 with the data from a Southeast Asian city. We used one month of raw

CDRs from the country’s largest carrier to construct a country-wide call graph. The

number of total subscribers were 113 million, 2.7 billion communication links and 10

000 mobile towers. This dataset was further subset to only contain the links for the

largest city - covering 18 million subscribers, 111 million social ties and 2974 towers.

For income we used survey data, since no reliable income register data exists. The

income categories for a random selection of 76 005 subscribers were obtained through

two sequential country-wide large-scale market research household surveys. Infor-

mation about income was directly asked from the respondents, who were requested
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to place themselves within pre-defined income bins. The survey also contains geo-

coordinates of the location of residence of each respondent. Respondents within the

household were selected via the Kish grid method among those who were eligible

(Kish, 1949). The correlation between the average income per region based on the

survey results and their values published in official statistics were 0.925.

In order to calculate the income distribution at the cell tower level, the dataset was

first restricted to contain participants from the largest city. Then income was aggre-

gated on the tower level by assigning every respondent to her closest tower (by bird’s

flight).

Figure 7 replicates Figure 3a and Table 4 replicates parts of Table 2 for the Asian

data with 111 million links. We find a strikingly similar pattern. Compared to the

results for Oslo, it appears that the social segregation among the top 5 percent is even

stronger, and quite extreme compared the rest of the sample. Although the effects

of income differences on communication intensity is evident, it is somewhat weaker,

possibly because cell phone ownership is less widespread among the poor. This is

partially an artifact of the change in the distribution of income between the two coun-

tries, but comparing normalized beta coefficients we see that there is a change in effect

size as well. Still, the segregation effects are very similar to the ones found in Oslo (cf.

Appendix Tables A-12 and A-16).
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Figure 7: Segregation in the Asian data: Average income of sender and receiver
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Note. The Figure corresponds to Figure 3a. The Figure shows the average income of receivers

by the income percentile of the sender as well as local linear smoothing of the relationship.

Within tower communication is disregarded. The dotted line shows sender’s income for the

average communication event.

Table 4: Segregation in the Asian data

(1) (2) (3)
Total events Extensive margin Intensive margin

Difference in log mean income -2.066*** -0.00797*** -2.753***
(-47.76) (-28.03) (-39.42)

Obs 8825652 8841702 5317734
R2 0.144 0.200 0.137

Note. The Table corresponds to Table 2. Column (1) measures total communication from tower
A to tower B, Column (2) employs a dummy for the presence of communication, and Column
(3) only considers dyads with communication. Income is normalized my mean individual
income.
Reported coefficients are coefficients with t-values in parenthesis, and *, **, and *** denotes
significant at the 10%, 5%, and 1% levels. A range of control variables are included, such as
geographical distance between two cell towers (up to fourth polynomial), the income level of
sending and receiving tower, total tower traffic level and expected tower traffic level.
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5 Conclusions and discussion

Measuring the extent of social segregation is difficult as it requires data on the pat-

terns of interpersonal contact in a population. The combination of mobile phone data

and income register data carries promise with regards to monitoring the extent and

patterns of social segregation.

In addition to showing the extent of social segregation, we find that social networks

among the rich are more clustered. Since social networks are important for economic

opportunities, this is potentially worrying, as it could contribute to a dampening of

social mobility.

Future studies should further aim at measuring social segregation over time, some-

thing we can not do with our data due to anonymization. Such a study, and an even

better causal identification of the relationship between exposure and segregation, is

left for future research.
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